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Retrieving atmospheric and/or surface state variables using remote observations typically involves minimizing a non-linear cost function in measurement space. Many methods exist for minimizing non-linear functions, but the applicability of one method over another has a large dependence on the degree of non-linearity of the cost function and the initial guess error. In this paper we present a minimization method, called DRAD, which is applicable to highly non-linear cost functions and to problems where little a priori information about the retrieved  variablesis available. To illustrate the method, water vapor and temperature profiles are retrieved using simulated Atmospheric Infrared Sounder observations. A comparison is made between retrievals performed using both DRAD and Levenberg-Marquadt methods. We show that the DRAD method is not only accurate but is also highly efficient, requiring almost half the number of iterations as Levenberg-Marquadt. 
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Introduction

Methods developed for the retrieval of atmospheric temperature and water vapor profiles from satellite data are typically in the form of a constrained nonlinear least squares solution. Rodgers [1] presents a review of some of the most common retrieval methods. In most applications a cost function is defined and a minimization procedure applied [1,2]. The cost function can be highly nonlinear, the result of the nonlinear nature of the radiative transfer equation [3]. The degree of non-linearity is determined by the spectral region of the measurements, the retrieved parameters, and the initial guess profile [1]. 

In determining a minimization strategy, the initial guess error and topology of the cost function need to be taken into consideration [1]. The Levenberg-Marquardt method [4] is a common technique used for atmospheric profile retrievals [5–10]. The basic strategy of Levenberg-Marquardt is to merge together minimization methods that are applicable near and far from the solution [4], weighting one in relation to the other depending upon the variation of a defined error metric. The optimal choice of weighting is a function of the degree of non-linearity of the problem [1], which is highly variable when working with global observations. Whether a static weight is used for all scenes [5] or a scene dependent method is incorporated [6,8], application of Levenberg-Marquardt typically involves a trial and error procedure to determine how the weighting varies with iteration. These procedures can be highly inefficient, requiring many iterations to converge. 

In this paper we present an alternative to Levenberg-Marquardt, called DRAD, which incorporates an estimate of the retrieval error directly into the minimization procedure. The radiance residual between the measurement and a simulation based upon a current profile estimate is used as a proxy for the retrieval error. In this approach, the retrieval path is regulated in a different way for each individual observation depending only on the initial guess error and the degree of non-linearity of that particular scene. This strategy results in a method which is independent of the initial guess profile yet rapidly converges to the final retrieval product. The method requires no monitoring or ancillary adjustments; the recalculation of the radiance residual is already required for most non-linear inversion methods. The method has been used extensively in the development and testing of retrieval algorithms for a wide range of geophysical parameters, for instrument designs covering a wide spectral domain, and for both simulated and real observations [11,12].

In the next section we present DRAD in the context of the maximum a posteriori estimation method [1]. In section II we illustrate the method for temperature and water vapor profile retrievals. For the retrievals, we simulated AIRS observations. AIRS is a high resolution IR sounder, designed to meet the vertical resolution requirements for improved NWP. For comparison, we also generated retrievals using the LM method. Our application of LM is specific to the study presented here and not applicable to other applications. For both DRAD and LM, the retrievals are generated assuming little a priori information about the profiles is available. 

In the next section we present DRAD in the context of the maximum a posteriori estimation method [1]. In section II we illustrate the method applied to the retrieval of atmospheric temperature and water vapor profiles using simulated Atmospheric Infrared Sounder (AIRS) observations. AIRS is a high spectral resolution passive infrared sounder, designed to meet the vertical resolution requirements for improved numerical weather prediction. As a comparison, we also generate retrievals using the Levenberg-Marquirdt method.

In the next section we present DRAD in the context of the maximum a posteriori estimation method [1]. In section II we compare temperature and water vapor retrieval performance using both DRAD and Levenberg-Marquardt. For the comparison we simulated Atmospheric Infrared Sounder (AIRS) [13] observations. AIRS is a high spectral resolution passive infrared sounder, designed to meet the vertical resolution requirements for improved numerical weather prediction. For both DRAD and LM, the retrievals are generated assuming little a priori information about the profiles is available In comparing the performance, we focus on the efficiency of the DRAD method. 
1.  Inversion Method

For the constrained non-linear least squares solution, the retrieval of atmospheric and surface state parameters from remote observations is typically accomplished by minimizing a cost function of the form [2,14,15],
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where ym is a vector of measurements, x is the state vector and F(x) is the forward model which maps the state vector to measurement space. g(x) is a penalty function used to constrain the solution [1,2,14]. Steck [14] reviews several constraints commonly used in atmospheric retrieval techniques, in this study we incorporate statistical constraints. Assuming both measurement error and background statistics can be characterized by Gaussian distributions, the cost function within the maximum a posteriori (MAP) [1] framework is given by 



[image: image2.wmf][

]

[

]

(

)

)

a

a

m

m

)

(

x

(x

S

x

x

F(x)

y

S

F(x)

y

x

1

a

T

1

y

T

-

-

+

-

-

=

F

-

-

,
(2)

where Sy is an error covariance matrix describing the measurement and other errors, including forward model errors and uncertainty due to variables which are not retrieved, such as CO, CO2 etc. xa and Sa are the background (a priori) vector and the associated covariance matrix [1,16], respectively. 

An iterative solution to the inverse problem can be obtained by minimizing Eq. (2) using the Gauss-Newton method [1,2,16]. When the second derivative of F(x) is neglected, the solution xi+1 at the (i+1)th iteration, given the solution xi at the ith iteration, is equal to
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where yi is F(x) evaluated at xi and Ki is the jacobian matrix [1,2,16] evaluated at xi.
The Gauss-Newton method minimizes the errors in measurement space based on the assumption that the cost function is approximately quadratic [1,2,6]. When x is far from the solution, or F(x) is very non-linear, the quadratic cost function may be a poor local approximation. In this case, the inversion may be unstable if the step is too large [1,6].

The standard Levenberg-Marquardt method uses a control parameter, (, to choose between Gauss-Newton, when the error is approximately quadratic, and the more conservative steepest descent when the error is non-linear in nature [1,4,5,6].  For the MAP cost function, the iterative solution for the Levenberg-Marquardt method is given by [1,10a],
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where D is a diagonal scalling matrix. Levenberg-Marquardt is an improvement over Gauss-Newton when the initial guess is far from the solution. However, it is hard to find an optimal initial value and step size for ( which are applicable for all atmospheric conditions, since the values depend on the solution [6].

To better handle the variability found in nature, an ad-hoc minimization procedure was devised based on extensive retrieval simulations. The method, called DRAD, uses the radiance residual between the observation and simulation as a proxy for the retrieval error. In this approach, we use Eq. (3) for our iterative solution but the diagonal elements of the measurement error covariance matrix, Sy, are set to either some fraction of the error in the observed space (i.e., the difference between yi and ym) or to the noise variance,
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where 
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 is the instrument noise variance for the jth channel. The tuning parameter, (, was found to be relatively insensitive to the initial guess error and for this study was set to 2. 

By amplifying Sy we are essentially de-weighting the measurement relative to the background. This acts to stabilize the retrieval by constraining the step size when the retrieval error is large. Because of the dependence between the radiance residual and the variables in the state vector, the damping is variable dependent. Thus, the variables in the state vector are adjusted in unique ways but using the same general mechanism. 
This behavior is similar to the response of varying ( when applying Levenberg-Marquardt, except with DRAD the adjustments are parameter dependent and the steps are not in the steepest decent direction.  With DRAD the step direction is determined by the redefined cost function with the updated Sy. DRAD is similar to the damping procedure used by Eyre, although in that case the background error covariance was modified to achieve the same relative relationship between background and measurement. With Eyre’s method, a priori knowledge of which variables require damping is needed. For DRAD, at each iteration the retrieval errors are estimated through the radiance residual. As the error decreases, the damping automatically adjusts to fit the error regime. The overall impact is to constrain the step size when the retrieval error is large. This behavior is similar to the response of varying ( when applying Levenberg-Marquardt, i.e. for large gm the steps are small. 
By amplifying Sy we are essentially redefining the cost function; dewieghting the measurement information relative to the background. As the retrieval converges, the amplification decreases and the information in the measurement plays a larger role in determining the retrieval path. The overall impact is to constrain the step size when the retrieval error is large.  The step direction is determined by the redefined cost function. This behavior is similar to the response of varying ( when applying Levenberg-Marquardt, i.e. for large gm the steps are small. The step direction is not necessarily the same for the two methods; of coarse for LM we are ensured steepest decent for large gm. For DRAD the step is in a descent direction for the redefined cost function, not necessarily the steepest, since Sa is typically positive definite. 
Using the radiance residual to determine step size provides a self-consistent mechanism for incorporating the non-linear nature of the problem directly into the minimization procedure
By amplifying Sy we are essentially reducing the step sizes taken, the effect is most prevalent in the first few iterations. This behavior is similar to the response of varying ( when applying Levenberg-Marquardt, i.e. for large gm the steps are small. The step direction is not necessarily the same for the two methods; of coarse for LM we are ensured that for large gm the stepis in the steepest descent direction. For DRAD the step is in a descent direction for the redefined cost function, not necessarily the steepest, provided Sa is positive definite. 
By amplifying Sy we are essentially reducing the step sizes taken. The effect is most prevalent in the first few iterations. As the retrieval gets closer to the solution, Sy converges to the instrument noise and the Gauss-Newton method is applied. This behavior is similar to the response of varying ( when applying Levenberg-Marquardt, i.e. for large gm the retrieval increment is small. 
The retrieval increment direction is not necessarily the same for the two methods; of coarse for LM we are ensured that for large gm the increment moves in the steepest descent direction. For DRAD the increment is in a descent direction for the redefined cost function, not necessarily the steepest, provided Sa is positive definite. The key to the DRAD method is that the
When the retrieval error is large, the LM method ensures the increment is in the steepest decent direction, with DRAD the increment moves in a decent direction of the redefined cost function, provided Sa is positive definite.
For the Levenberg-Marquardt method, for large gm the increment is in the steepest decent direction. This is not the case with the DRAD method
except with DRAD the adjustments are parameter dependent. The DRAD method is similar to the dampening procedure used by Eyre [16] except with DRAD the dampening is mapped through the radiance residual rather than being applied directly to the parameter. Using the radiance residual to determine step size provides a self-consistent mechanism for incorporating the non-linear nature of the problem directly into the minimization procedure. 

The DRAD method is similar to the damping procedure used by Eyre, in which he deweights the measurement by adjusting the background error covariance appropriately. With Eyre’s method, a priori knowledge of which variables require damping is needed. With DRAD, the errors are estimated before each iteration through the radiance residual. As the error decreases, the damping automatically adjusts to fit the error regien. 
By amplifying Sy we are essentially reducing the step sizes taken. The effect is most prevalent in the first few iterations. As the retrieval gets closer to the solution, Sy converges to the instrument noise and the Gauss-Newton step is applied. This behavior is similar to the response of varying ( when applying Levenberg-Marquardt, except with DRAD the adjustments are parameter dependent and the steps are not in the steepest decent direction. With DRAD the step direction is determined by the redefinced cost function with the updated Sy. The DRAD method is similar to the damping procedure used by Eyre [16] except with DRAD the damping is mapped through the radiance residual rather than being applied directly to the parameter. Using the radiance residual to determine step size provides a self-consistent mechanism for incorporating the non-linear nature of the problem directly into the minimization procedure. 

2.  Application

In this section we compare temperature and water vapor retrieval performance using  DRAD and our implementation of the Levenberg-Marquardt method. The retrievals were performed using simulated AIRS [13] measurementsAIRS is a high spectral resolution thermal IR instrument with 2378 channels, sampled in the range from 650-2675 cm-1, each with a resolving power of  ~1200. The instrument is on the EOS AQUA platform, which was launch into a polar orbit in 2002. The AIRS field-of-view has a scanning pattern, with a nadir footprint of ~15km. The AIRS channel set is well suited for sounding both temperature and molecular concentration profiles. The CO2 absorption region centered around 667cm-1 is key for temperature profile retrievals. Typically the retrievals are performed assuming CO2 is well mixed and known, although errors in these assumptions should be estimated and included in with the forward model errors. Recent evidence has shown that the errors resulting from assuming CO2 is known could be larger than expected. This has resulted in efforts to retrieve CO2 along with temperature. The water vapor absorption band centered around 1600 cm-1 is used for water vapor profile retrievals. In the spectral region covered by AIRS, other gases, such as Ozone and Methane also have significant absorption features. The AIRS simulations were generated using radiosonde temperature and water vapor profiles along with an ocean emissivity model to account for surface emission [19,20]. An example simulated  spectra is show in Figure 1. To compare the methods under stressing conditions, the simulations were generated for highly variable conditions and the retrievals were performed assuming little a priori information about the scene being observed is available. Using a set of 200 simulated AIRS observations, we compare the efficiency of the two methods by looking at the retrieval error statistics as a function of iteration. 

An in-depth presentation of our retrieval methods and implementation, which includes both  DRAD and Levenberg-Marquardt as options, is presented in Ref 12. Here we only discuss issues that are important for this study. The state vector, x, included temperature and water vapor profiles, surface skin temperature and surface emissivity. To simplify the discussion, we only look at retrieval quality for the temperature and water vapor profiles. The retrievals were allowed to iterate until convergence was achieved. A retrieval was considered converged when the (2 quality metric had fallen below a given threshold. At iteration i, (2 is defined,
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Where Nc is the number of channels used in the retrieval. In this study we define convergence when (2<1.1, which indicates that a simulation generated with the retrieved profile matches the observation to approximately noise levels. Both DRAD and Levenberg-Marquardt were applied within the MAP framework with the appropriate modifications. When using a priori data to constrain the solution, there is always the concern that the retrieval will be biased [21]. To limit the weight of the background state vector it is essential that the error covariance be generated from an independent ensemble representing the large variability found in nature [12]. To meet these requirements the background state vector and covariances for temperature and water vapor were generated from a globally sampled set of radiosonde profiles. The measurement error covariance used is that for the AIRS instrument [22]. 

The simulated AIRS observations were generated using a set of radiosonde profiles chosen to be representative of the global ocean environment. The variability represented in our simulation set is illustrated in Figure 2. It is common for atmospheric profile retrievals to be performed assuming a reasonable estimate of the true profile is available, either from an initial stage retrieval [23], model output interpolated to the observation time and location [5,16,24] or regional climotology [25]. For this study, retrievals were performed under the assumption that minimum a priori information is available. Under this assumption it is appropriate to use the global mean background profile for the initial guess. From Figure 2 it can be seen that this strategy ensures a wide range of initial guess errors. 

The initialization and update procedure for the weight parameter, (, was generated a priori by trial and error using the 200 AIRS observations in our simulation set. Starting with (0=30, at each iteration we apply the following procedure:

· If (2 decreases: reduce ( by a factor of 2

· If (2 increases: increase ( by a factor of 3 and set the state vector back to the previous retrieved values

This initialization and update procedure is not necessarily optimal for all cases in the sample set or for an independent set. The goal of the Levenberg-Marquardt tuning was to ensure that the retrieval for each scene in our subset converged and to limit the number of iterations required for convergence.

In Figure 3, we illustrate the behavior of Sy as a function of iteration for a retrieval performed using DRAD. In the first iteration, the magnitude of Sy is a reflection exclusively of the initial guess error. The iteration dependence of Sy is more a reflection of the varying degree of linearity each channel has on the parameters in the state vector. Because of the near linear dependence of the observations on temperature [3,26], the temperature retrieval is close to the truth after the first iteration (see Figure 3). As a result, for channels in the CO2 temperature sounding regions Sy rapidly converges to the instrument noise. Channels in the water vapor sounding region are much slower to converge to the instrument noise, which is of coarse a reflection of the non-linear nature of the water vapor retrieval problem [3,26]. We observe a wide range of variability in Sy in the first few iterations. For many channels, Sy initially increases over the initial guess values. This behavior is most likely reaction from the retrieval being too moist after the first iteration, in balance with the temperature retrieval converging toward the truth. Once the water vapor retrieval gets close to the truth, Sy converges to the instrument noise.

To illustrate the efficiency of DRAD we look at two quality metrics, the retrieval error and the convergence rate. For each metric we compare the performance with DRAD and Levenberg-Marquardt as a function of iteration. In Figure 4, we compare the retrieval performance for the two methods. At each iteration, the error analysis includes all 200 cases in our simulation set. For water vapor we use a weighted percent RMS error [12]. The final retrieval errors for both methods are approximately the same and have an accuracy that is expected for an instrument with the AIRS resolution and spectral coverage [12,23]. As a function of iteration, the retrieval performance is quit different. With DRAD, the retrievals progress smoothly toward the final product, with temperature errors less than 1 K for all levels of the atmosphere in just 3 iterations and less than 20% for water vapor by 4 iterations. With Levenberg-Marquardt, the progression toward the final product is much less smooth. In fact, since the initial guess error for water vapor varies between 60-80% (not shown), for many of the profiles in our simulation set the water vapor retrievals initially diverge or overshoot. For retrievals performed using Levenberg-Marquardt it takes on average double the number of iterations to reach the 1 K and 20% thresholds than it did when we used DRAD.

In many applications, if a retrieval has not satisfied a quality metric by a predetermined number of iterations, the retrieval is discarded [5,12]. For this study, we set (2<1.1 for the quality threshold and looked at the rate of convergence for both DRAD and Levenberg-Marquardt. From Figure 5, we see that after the second iteration the convergence rate with DRAD rapidly increases until approximately 90% of the profiles converged by 4 iterations. With Levenberg-Marquardt the rate steadily increases but takes 2-3 more iterations to reach the 90% convergence level. These convergence rates of course map directly into the retrieval errors in Figure 4. We should point out that a final error analysis should only include retrievals that have satisfied the defined quality metric. Thus, after 4 iterations the two methods will have approximately the same RMS errors (not shown), but with Levenberg-Marquardt 50% of the retrievals would be rejected as opposed to just 10% with DRAD.  

The slower convergence for Levenberg-Marquardt is a by-product of using a single static ( for the retrievals. In cases where the initial guess is close to the true profile, the problem is almost linear and (0 may be too large. For these situations, it takes several additional iterations for ( to decrease. If the initial guess error is large and the problem is highly non-linear, (0 may be too small and several iterations are required to increase ( to a more appropriate value. We also observed cases where both ( and (2 oscillated, these cases result in the long tail for the Levenberg-Marquardt method in Figure 5. With DRAD, the variability in the initial guess error is accounted for by simple redefining Sy.

Our implementation of Levenberg-Marquardt incorporated a scene independent initialization and update procedure for (. This method is not necessarily the most appropriate for applications where the observations represent highly variable conditions. Other methods have been used for initializing and updating ( which use scene dependent information, such as Levenberg-Marquardt with a trust region [8] or the discrepancy principle [24], but additional calculations, which could include auxiliary trial and error procedures, are typically required. These methods have the potential of requiring fewer iterations for convergence, but at the cost of a high computational burden. 

3.  Summary

The DRAD minimization method was developed to handle the highly nonlinear cost functions that arise in the atmospheric retrieval problem, especially for applications where little a priori information is available. For these applications, standard minimization procedures, such as Gauss-Newton, might not be applicable. We illustrated the method for atmospheric temperature and water vapor retrievals, but DRAD has also been used in applications that required a more general state vector that included cloud property parameters [11]. By incorporating a case dependent metric on the retrieval error directly into the minimization procedure, instabilities that can develop as a result of large steps are avoided. Other methods that include case dependent information into the minimization procedure [8,24] typically require extra calculations and thus can be inefficient. The DRAD method simple requires the measurement covariance, Sy, be reassigned, which for some retrieval applications is already required [12,23]. In a comparison with Levenberg-Marquardt, we illustrated the efficiency of the method. With DRAD, the final converged retrieval product was generated in almost half the number of iterations as our tuned Levenberg-Marquardt. Thus, the method could work well in the operational retrieval environment, where speed is a necessity [12,27].
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Figure Captions

Figure 1  Example AIRS Spectrum converted to brightness temperature. The red line above the spectra shows the channels used in the retrievals.

Figure 2  Black: Minimum and maximum for our simulation set for temperature (left ) and water vapor (right) profiles as a function of pressure. Red: Background (initial guess) profiles and variance (dashed line).

Figure 3  Top: Sy as a function of iteration for the subset of AIRS channels used in the retrievals. Bottom: Profile retrievals for temperature (left) and water vapor (right), as a function of iteration. The CO2 temperature and water vapor sounding regions are labeled. The colors match the profile used to generate Sy, i.e. the initial guess (red) was used to generate Sy for the first iteration.

Figure 4  RMS temperature (left) and water vapor (right) retrieval errors for retrievals performed using the Levenberg-Marquardt (top) and the DRAD (bottom) methods. The errors are based upon the 200 profiles in our simulation set and are presented for 1 km layer averaged quantities. 

Figure 5  Convergence rate, defined as the fraction converged, as a function of iteration for both the DRAD and LM methods. Convergence is achieved when (2(1.1
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Figure 1
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Figure 2
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Figure 3
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Figure 4
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Figure 5
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